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AnHoTauusi. B paGoTe ommchIBaeTCS MNPOLECC CO3MAHUS CHCTEMBI ABTOMATHYECKOTO
co3manus BHPTyalbHbIX KiactepoB Apache Spark B cpeme Openstack. Taxxe B paGorte
NPHUBOIUTCA KPAaTKUM 0030p pasiuuuil MKy NPeNoCTaBISEMBIMUA METAIaHHBIMU B CpeIax
Openstack 1 Amazon EC2.
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1. BeedeHue

Ha Texymmii MOMEHT TEXHOJOTHH BBIYHCICHHA B IMporpaMMHON Momemn Map-
Reduce cranoBsitcs Bce Oonee BocTpeboBaHHBIMU. CyIIECTBYET MHOXKECTBO
peanusanuii nanHoro noaxona [1], [2], [3], [4], u mpoexr Apache Spark [5]
SBJsIETCS OMHOM M3 Takux peanusanuid. I[Ipoext Apache Spark wusHauambHO
paspabaTrhIBaJICs HHCTUTYTOM bepkiin u mocie OTKPBITUS UCXOAHBIX KoJ0B B 2010
roJly aKTHBHO Pa3BUBAETCS] MHOXECTBOM HE3aBUCHUMBIX Pa3paOOTUYUKOB. Apache
Spark sBrsietcst oHOM U3 caMbIx ObICTpBIX peanusanuit Map-Reduce [6], [7].

B To e Bpems Bce CyNIECTBYIOIIME MPOEKTH, peanusyronme Map-Reduce,
001aar0T CI0KHOM apXUTEKTYPOii, U IIPOLIECC HACTPOUKH KIIACTEPHOTO OKPY)KEHHUS
JUII WX HUCIOJNB30BAaHHUS  SBISETCA CIOKHBIM ¥ 3alyTaHHBIM. Y MEHHE
nporpaMMupoBath B mapaaurme Map-Reduce coBepiieHHO He 00sA3bIBAET
pa3paboT4nka © HCCIeNOBaTeNs yMETh HACTPaWBaTh CJIOXHBIE KJIACTEpHBIC
OKPY>KEHHS.

! pa6ora BhmonHena npu noazepkke rpanta PODU Ne14-07-00602 A «MccnenoBanue u
pa3paboTKa METOI0B aBTOMAaTH3alUK MACIITAOUPOBAaHHs M Pa3BOPAUYMBAHKS BUPTYalTbHBIX
KJIaCTEpOB st 00paboTKH CBepXO0IbIIuX 066EMOB qaHHBIX B 001a4uHOi cpene Openstacky»
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Ha ™momeHT Hawama paGoThl HAg MAHHBIM IIPOSKTOM CYLICCTBOBAJIO JIHIIb
HECKOJIBKO TPOEKTOB [JIsi aBTOMATH3AllMH Pa3BEPTHIBAHHS OKPYXCHHS IS
pacmpeneieHHbIX BRIYMCICHHH B mapagurme Map-Reduce, u Hu oquH M3 HEX He
HpeIoarail UCIoIb30BaHME OTKPHITHIX OOJIAYHBIX CpEJl B KayecTBe ILIaT()OPMBI
JUTsL pa3BepThIBaHMs BhIYHCIUTENbHOTO Kimactepa [8], [9]; Gonee Toro, Bce 3TtH
[POEKTHI TOIPa3yMEBAIOT MCIIOIb30BAHKE JIUIIb KJIACCHYECKOTO CTEKa TEXHOJIOTUi
Apache Hadoop wnu Cloudera Hadoop. EanHcTBeHHBIH MPOEKT, OPHEHTHPOBAHHBIH
Ha OTKpbIThie oOmauynbie cpensl (Openstack Sahara [10]) 6bi1 B camom Havane
[MKJIa pa3pabOTKH, U OH TaKkKe MoapasyMeBal ucmoib3oBanue Apache Hadoop B
KauecTBe peanmmsarmi Map-Reduce. Vcnons3oBanme Apache Spark mossmimocs B
IUTaHaX JIMIIb HEAaBHO, U MPOSKT OYCHbB JANICK OT 3aBEPILCHHS.

Takum 06pa3oM, 3aa4a aBTOMAaTHYECKOTO TIOCTPOEHHSI BUPTYAIbHBIX KIACTEPOB C
TOTOBBIM OKPY)XEHHEM JUIsl BHIONHEHWs 3amad B Apache Spark kaxercs odeHsp
akryanpHO. Kpome Toro, Takoil MmOAXOX MO3BOMSIET OYCHb TOYHO MIEIHThH
anmaparHble PeCypcsl MEXIy pa3pabOTIMKaMHu M BBIAEISITH UM POBHO CTOIBKO
PECYPCOB, CKOJIBKO UM TpeOyeTcs, 6e3 MPUBS3KA K HIDKEISKAIEMY allapaTHOMY
obecrieuennio. llenpto qaHHON PabGOTHI SIBISICTCS MPEIOCTABICHAE PEIICHHUS IS
ABTOMAaTH3aLHU CO3[aHus BUPTyanbHBIX KimactepoB Apache Spark B oGmaunoii
cpene Openstack.

2. Komnonenmsi Apache Spark

B sTOM paszene NPUBOAUTCS KPaTKUil 0030p OCHOBHBIX KOMMOHEHTOB Apache
Spark.

2.1 YpoBeHb XpaHeHuA

B kauectBe cucTeMbl XxpaHeHus JaHHbIXx Apache Spark  ucnomb3yer
pacmpezeneunyio ¢ainoyo cucremy HDFS [11]. Paspaborunku ¢peiimBopka
NPeINoJaraloT eAMHOBPEMEHHOE MCIONb30BaHue JBYX (ainoBeix cucrem HDFS:
OJTHY TPEJIIONIATaeTCsl UCIIOIb30BaTh IS IOJTOBPEMEHHOTO XpaHEHHs PE3yJIbTaTOB
paboThl MpOrpaMM, BTOPYIO K€ IPENIoaraeTcs UCIoIb30BaTh ISl ONEPaTUBHOTO
XpaHCeHHUsI TIPOMEKYTOUYHBIX JaHHBIX BBIYHCICHUN W JUISI pactpeneieHus 3aIaHuii
MEKIy BBIYHMCIMTEIBHBIMHU y3laMu Kiaactepa. Apache Spark mommepkuBaeT Bce
W3BECTHBIC pealiu3alny U BepcuH ¢aitnoBoit cuctembl HDFS.

2.2 BbluucnurenbHble y3nbl

B Apache Spark ucrosnb3yercst pasjeneHue pojieil BEIYHCIUTENBHBIX y3510B. OIuH
W3 Y3JI0B HA3HAYAETCS YIPABIIAIONIMM M Ha3bIBAETCs «MacTepomy». OcTalbHbIE Y3IIbl
NpeIHA3HAYAIOTCA JUIA BBIMOJHEHHS BBIYMCIICHHM W HA3BIBAIOTCA «PabOYMMID»
(workers). TIporpamma 3amyckaeTcs Ha «MacTep»-y3jie, W OH aBTOMAaTHYECKH
dopmupyer 3amaHus UL «pabouMx» y3ioB. Ilociie BBLIMOJHEHUS 3aaHui
«pabourey y3JIbl YBEIOMIISIOT «MacTep» y3€ll O pe3yIbTare UCTIOJHEHHS 3aaHHi.
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2.3 CnexeHue 3a XuU3HeOeATeNbHOCTbLIO KNactepa

Or Bepcun k Bepcuu B mpoekte Apache Spark memsutace Monens CIeXeHHS 3a
PaboTOCHOCOOHOCTRIO BEIYHMCIIUTENBHBIX Y3JIOB. B IepBEIX BepcHsAX MpoOeKTa
HCIIOJIB30BAJIOCH PA3AeICHHEe OTBETCTBEHHOCTH: CIICKEHUE 3a pab0TOCIIOCOOHOCTEIO
y3I0B NPOU3BOAWIOCH HPH IIOMOIIM BBIACICHHBIX Y3JIOB, Ha KOTOPBIX
CIIenuaIbHEIM 00pa3oM HactpamBajcs ZooKeeper [12]. B Gonee mo3MHUX BepCUsIX
OT 3TOT0 MOAXOJAa OTKA3aJIUCh, U OBLI pean30BaH COOCTBEHHBIH IIPOTOKOI OIpoca
Y3II0B O OCTYMHBIX UM pecypcax U CICKEHHs 3a paboTocrnocoOHOCThI0. B nanHO#M
paboTe UCIONB3YITCS TONBKO BeTpoeHHbIe B Apache Spark MexaHH3MBbI Clie:KeHUsI
3a paboTOCIIOCOOHOCTHIO KilacTepa.

OTHenbHO CTOUT OTMETUTh, YTO JJIS CICKCHHUS 3a HCIOJB30BAHHEM DPECYpCOB
y3IIaMH BBIYKMCIIMTENBHOM ceTH, pa3pabordku mpoekra Apache Spark mpemmararor
UCIIOJIb30BaTh CHEIUAIN3UPOBAHHBIH HHCTPYMEHT JJISI CIIEKEHUS 32 HAarpy3Kou Mo
HasBanmem Ganglia [13]. B pamkax gaHHOW pabOThI TaKKe HCHONB3YETCS ITOT
MHCTPYMEHT.

3. Cywecmeyrujue crnocobbl co3ldaHusi Knacmepoe Apache
Spark e obna4yHbIx cpedax

Ha momeHT Hawyana pa®oThl HajJ AaHHBIM MPOEKTOM CYIIECTBOBAJO POBHO JBa
criocoba co3manust kiacrepos Apache Spark.

[TepBBlit croco® mpennonaraeT py4yHyl KOHQUrypanuio BceX KOMIIOHEHTOB
cucrteMbl. To ecTh Uil CO3/aHMsI KJIACTEPHOTO OKPYXKEHHUS HEOOXOAMMO 3alaTh
KOH(UTYpaLUIO VIS CIETYIOMIHX MOACUCTEM:

Apache Hadoop (v1/2.X) B 1ByX 3K3eMILIIpax

e  Oxpyxennit VM u Scala

Ganglia

Apache Spark

Hacrpoiika JVM u Scala moapazymeBaeT yCTaHOBKY BCEX HEOOXOMMBIX MAKETOB H
HACTPOIKY INEPEeMEHHBIX OKPYXKEHHS M JaJbHEWIIero WX HCIONB30BAaHUS B
Apache Spark u Apache Hadoop.

Apache Hadoop u Apache Spark koH(purypupyroTcss mpu HOMOIIA MHOMXECTBA
(attmos XML, KoTOpBIE TOIKHEI CONIEPIKATh POJIA KAXKIOTO U3 y31oB, |P-anpeca u
MOPTHl AN COCAMHEHHH MEXAy y3mamu, ypoBHH perumukammu  HDFS,
KOH(UTypanuio HIpKelexamero ypoBHs moj (aiioBoit cucremoit HDFS u Tax
naiee.

Ganglia Taxke mojpa3symMeBaeT HACTPOWKY C pa3[elICHHEM POJICH: Ha KaXKIOM y3iIe
JIOJDKEH CYIIECTBOBaTh KOH(QUIYPAIIMOHHBIN (ailil ¢ yKazaHHEM TeX PecypcosB, 3a
KOTOPBIMH JIOJDKEH CJIEINTh JAEMOH, U JIOJDKEH CYLIeCTBOBATh KOH(MHUTYPAIUOHHBIN
(ailn Ha «MacTep»-y3i1e Ul CIKSHHUS 3a pecypcaMu KJIacTepa B [IEJIOM.
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Bropoii crioco6 mpemHa3HayaeTcs T HACTPOWKH KJIacTepOB B OOJIAYHOU cpene
Amazon EC2 [14][15]. Hacrpoiika OKpyKeHHs MOApPasyMeBaeT MCIOJIb30BAHUE
3apaHee CKOH(OUTYPUPOBAHHOTO 00pa3a BUPTYaIbHON MAIIMHBI C YCTAHOBICHHBIMHU
KOMIIOHEHTaMH 0e3 KOH(pHIypaluM W CHOCHUHATbHOrO Habopa CKPUNTOB IS
HACTPO#KKH KOMMOHeHTOB. OOpa3 BHPTyalbHOH MAalIMHBI HCMOJB3YET OB THIA
ONMOYHBIX YCTPOMCTB Uil XpaHeHus nanHeix B HDFS: yctpoiictBo s
NEPMAHEHTHOTO XPaHEeHHs JaHHBIX U YCTPOUCTBO AJIsI OTepaTUBHBIX qaHHbIX HDFS
U pasfena AJs CBOMMUHTa. BTopoe GI0YHOE YCTPOHCTBO HA3hIBACTCS TEPMHUHOM
«ephemeral» u yHHYTOXAETCS TIPH OCTAHOBKE KJIacTepa.

CKpHUITH HACTPOUKH BBITIOJHSIOT CIICAYIOIIYIO MOCIEA0BATENbHOCTD JEHCTBHIA:

e 1pu oMoy nporpaMMHBIX HHTepdeiicoB Amazon EC2 (manee — API
Amazon EC2) wuHunmmpyercs mpolecc 3amycka HEoOXOIUMOTo
KOJIMYECTBA BHUPTYaJbHBIX MAIMH M3 3apaHee HacTPOEHHOro oOpasza Ha
6aze OC Red Hat Enterprise Linux 5.3;

e ¢ nomompsio APl Amazon EC2 nactpauBatoTcs npaBuia OrpaHHYEHUM
CETEBOr'0 JIOCTYIA K CETEBBIM MOPTaM Ka)JI0W M3 BUPTYAIbHBIX MAallINH;

®  CKpMIT BIIaJACT B PEXUM 0XXKMJIAaHUSA POBHO HAa 5 MUHYT;

®  TIOCIIe HCTEYEHUS MATH MUHYT CKPHIIT «y3HaeT» BblnaHHble IP-aapeca mis
KaXJOH M3 BUpTyalbHbIX MammuH npu nomormu APl Amazon EC2; B
cily4yae, €ClIM BHUPTYyajbHbIE MaIlIWHBI HE YCIIENW 3allyCTHTBHCS, CKPHIIT
BBIJIAET OIIKOKY;

e ¢ UCIIOJIb30BaHUEM HOJTyYEHHBIX JIAHHBIX 3aIOJHSIIOTCS
KOH(pUTypannoHHble (ailibl A1 BceX KOMIOHEHTOB cucuteM. «Macrtep»
y3en HasHayaercst NameNode s o6enx daiinoeix cuctem HDFS;

e «MacTep»-y3ly MepeAalTcs Bce KOHQUrypaluoHHble (ailnsl  mpu
MOMOIIH SSh-TTOAKITIOUEHHS;

e «MacTep»-y3eJ pacrojiaraeT mnoiydeHHele ¢ailnel B 3apaHHee
ONpeNeNICHHbIX Mamkax W 1o SSh  pasmaer JIOYepHHM  y3jiam
COOTBETCTBYIOIINE UM KOHPUTYpAIIMOHHBIE (ailibl;

e  «Macrep»-y3en uHHUNMHpyet 3amyck ciyx6 HDFS u Apache Spark ma
BCEX y3Jax.

[Tocne BbINIONHEHUS! MEPEUUCICHHBIX JACUCTBUN YIpaBiieHHE BO3BpalllaeTCs Ha

TEPMHHAJI TI0JIb30BATES], U TIOJIb30BATEI0 COOOLIAIOTCSI HEOOXOJUMBbIE IaHHBIE JIJIsI

MOAKITIOUEHHS] K CBEXKECO3JaHHOMY KJIacTepy.

KitoueBbie 0cobeHHOCTH BTOPOTO Criocoba:

e wucnonsdyercst APl 3akpriToit obnaunol cucremsl Amazon EC2;

®  HCIIONB3YyeTCs 3apaHee HACTPOCHHBI 00pa3 ONepalMoHHOM CHCTEMBI
RHEL 5.3, xoTophlii Hemb3s WCIONB30BaTh KaK H3-332 JIMIICH3MOHHBIX
OTpaHWYEHUH [aHHOTO JMCTPUOYTHBA, Tak M M3-3a HEBO3MOXKHOCTH
u3BIIeYb 00pa3bl BUPTYaJIbHBIX MAIIMH U3 cpeasl Amazon EC2.
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Takum oOpaszom, oba crocoba HENMPUMEHHMBI JJI HCIOJIb30BaHUS B OOJIAYHOU
cpeme Openstack w3-3a CIOKHOCTH HACTPOWKH OTACIBHBIX KOMITOHEHTOB IS
TepBOTO crocoda 1 n3-3a siBHOU npuBsa3ku k Amazon EC2 mis Broporo crocoba.

4. [TlocmpoeHue peweHusi

CyImecTByeT HECKOJIBKO ITOIXO00B UL TOCTIDKCHHS IIOCTaBICHHON 3aJauH:

1. mepencrnonb30BaHUE CYIISCTBYIOIINX CKPHITOB HACTPOWKH KiacTepa B
Amazon EC2 mnpu momomu amantepoB APl B cpeme Openstack
(moxcucrema Heat);

2. WCIOJIb30BaHUE CHCTEM OPKECTPALHH,

3. amarrrarnus (OPTHPOBaHKE) peleHus 1iIst cpepl Openstack.

PaccMoTpuM 3TH oAX0/16I TOAPOOHEE.

4.1 Ucnonb3oBaHue noacuctembl Openstack Heat

Ha moment Hawama paboTsl Hax mpoekToMm B mpoekre Openstack cymiectBoBan
CreNHanbHBIA MOOOUYHBIA MpoekT moja Ha3Banmem Heat [16]. Llenpro mpoekra
SBISIOCH obecreueHrne copmecTumoctr ¢ Openstack ckpunTos, mpeaHa3HaYEeHHBIX
IJIs1 MCIOJIb30BAaHUS B Apache EC2. IIpenmonaranock, 4TO MPH HCIIOJb30BAaHUU
3Toit mpocnoiiku Openstack cmosxeT «putBopsiThesiy Amazon EC2 asst koHeuHOTro
MOJTB30BaTeNsl W OOECHEeYnBaTh TOYHO Takoe IMoBeAeHHe. TeM He MeHee, B TOT
MOMEHT IIPOEKT HAXOIWICS B 3a4aTOYHOM COCTOSIHUM M MPENOCTaBIIUI MEHee
TIOJIOBHHBI OT BEI30BOB kK APl Amazon EC2.

Heobxoaumo otaenbHo otmetuth, uto Amazon EC2 u Openstack peanusyiot
COBEPIIEHHO pa3HbIe MOJENIN apXUTEKTYphI 00JIauHBIX CEpBUCOB. B wactHOCTH, 00€
oGuaunble TIATGOPMBI MPEAJIararoT IMOJIL30BATEII0 XPAHUTh ONPE/ICICHHBIH Habop
METaIaHHbIX, CBS3aHHBIX C BUPTYAJIbHBIMH MaIllMHAMH, HO pa3lIMyacTcsl Kak M caM
Ha0Op METaJaHHBIX, TaK W YPOBHH jgocTyma kK HuM. Openstack mpemocraBisier
MO/IeJIb, B KOTOPOH KaXk[as BUPTyasibHash MalliHa MOXET MMETb JOCTYII TOJIBKO K
COOCTBEHHBIM METaJIaHHBIM, B TO BpeMs kak Amazon EC2 no3BossieT ucnoib30BaTh
MeTaJlaHHbIe ¥ «CHApPYKH» BUPTYaIbHON MaIllUHBI.

Kpome Toro, 00ia4yHbBIe CEPBUCHI MO-PA3HOMY PEATH3YIOT BUPTYAIBHYIO CETEBYIO
undpactpykrypy. B pamkax Amazon EC2 kaxnjas BUpTyaibHasi MalllMHa MOJTy4aeT
nBa IP-anpeca: ouH SBISETCS «BHEIIHUM» M UCTIONB3YETCS [Tl IOCTYIIA U3 JIF000M
TOYKH ceTH MHTepHeT, BTOPOil ajpec sBISETCS «BHYTPEHHUM» U JIOCTYIEH TOJIBKO
B Mpejeiax BHPTYaJbHOW CETH MEXAY BUPTYAJIbHBIMH MAIlUHAMH KOHKPETHOTO
MOJIBb30BaTelsl. DTH HACTPOWKH SIBISIOTCS (PUKCUPOBAHHBIMH, W OBJIMATH HAa HUX
Henmb3s, Tak 4To W BbI3oBOB B APl Amazon EC2 nmns HacTpoiiku cetH He
CYIIIECTBYET.

B T0 ke Bpems, Openstack mo3Bossier OuYeHb THOKO HACTpPauMBaTh CETEBOC
okpyxenue. Kaxnmas cerp B Openstack o06magaer cOOCTBEHHBIM HMEHEM U
UIeHTH(HUKATOPOM, KOTOPBIi 3a1aeTcst Ha dTarne HacTpoiiku cpeasl Openstack. [lpu
CO3[JaHMM BUPTYILHOH MAaIIMHBI HEOOXOAMMO SIBHO yKa3bIBaTh, Kakne HMEHHO
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cetn OyIeT MCHOJB30BaTh BHUPTyalbHas MAIlHA; €CIM 3TOr0 HE CAENaTh, TO
BUPTYyalbHasl MAallMHAa IOJNy4aeT ceTeBble MHTEP(EHCH MO YMOJIYaHHUIO, KOTOPHIC
3ajaroTcss agmuHECTparopoM Openstack, u HacTpoiiku 3THX ceTell HyKHO 3HATH
3apaHee, IOCKOJIbKY Heat He mpejocTaBiseT JaHHBIX 0 KOHQUIYpaluu CeTH.

Takum oOpaszom, amantep Heat B pamkax 3TOro MpoeKTa HCHOIH30BATH OBLIO
HEBO3MOXHO C CaMOT'0 Hayaja I10 ABYM IIPHYHHAM.

e [lockonpky Heat B TouHOocTH mOBTOpsieT BEI30BEI Amazon EC2, c¢ ero
NOMOIIBI0 HEBO3MOXKHO HCIIONBb30BAaTh CETH, OTIMYHBIE OT 3aJaHHBIX
ammuaEcTparopoM Openstack B kadecTBe ceTedl MO yMONYaHHIO. OTO
HaKJIa/IbIBaeT OTPAaHUYEHHsI Ha IOJb30BaTeNsl, TaK KaKk eMy HeoOX0oanMo
HUMETh HEMOCPECTBEHHBI KOHTAKT ¢ aAMHUHHCTpatopom Openstack s
Ha3Ha4YeHHs HY>KHBIX HACTPOEK 110 YMOJYaHHMIO, a 3TOT BapUaHT HE BCET/a
JOCTYIIEH.

e Henocrarounslii ypoBeHb cOBMeCTMMOCTH Bbi3oB Heat ¢ APl Amazon
EC2. B wactHOCTH, B JaHHOM ClIy4ae 0Ka3ajlioch, YTO CUCTEMa UMEHOBaHHS
BUpTyansHbIX MamuH B Openstack APl u Heat APl otimaaercst: Heat API
He CrHocoOeH yCTaHOBUTH hOStname  BHPTyadbHOH  MAIIHHBL, U
BUPTYyaJibHBIC MAIIWHEL, co3maHHble mpu momomu APl Heat momydator
cBoil BHyTpeHHuit IP-anpec B kauectBe hostname. B To »xe Bpemsi, Apache
Spark anst HacTpoiKH y3110B TpeOyeT UMEHOBAHHS Y3JI0B B COOTBETCTBHU C
FQDN, u B cnydae, ecnu y3en umeer hostname, He COOTBETCTBYIOIINI
FQDN, HacTpoiiku cumTaroTcsi HEKOppeKTHBIMH. Bomee Toro, orBer Ha
Bbi30B APl Heat, coorBeTcTByMOMIMil 3ampocy «kakoit y meHst hostnamey,
BCET/Ia BO3BPALIAETCS MyCThIM.

Taxum 00pa3oM, MBI HE MOXKEM HEPEHCIIONB30BATh CYIIECTBYIOINI HA00P YTHIUT
JUISL HACTPOIMKK BUPTYAJILHOTO KilacTepa 0e3 N3MEHEHHH.

4.2 Acnonb3oBaHUe CUCTEM OpKecTpaLum

Ha ™oMmeHT Hayanma paboTel HajJ MPOEKTOM, CYIIECTOBAJIO HECKOJBKO
pacnpocTpaHeHHbIX cucteM opkectpauuu: Puppet [17], Chef [18], Salt [19] u
Ansible [20].

Puppet, Chef u Salt ncronp3yror pasaencHue posedl Ha yIpaBJSIOLIME Y3JbI H
JOUCpHHE Y3JIbI U MPEIIONaraloT YCTAaHOBKY CIICLUAJbHBIX arcHTOB Ha JOYEPHHE
y35ibl. OTO HaKJaJbIBae€T CYIECTBEHHbIE OrPaHWYEHMs] HA HCIIOJIB30BaHHE ATHUX
CHCTEM, I[IOCKOJbKY B TaKOM Ciydae HEOOXOIMMO CIelHUaJIbHBIM 00pa3oM
HacTpaWBaTh yHpaBisifomuii y3en. Kpome Toro, HeoOXOAMMO HCIIOJIb30BaTh
CHeUaJIbHO HACTPOSHHBIH 00pa3 ONepalnrMoHHOI CHCTeMbl Ha JOYEPHUX Yy3/aX, B
KOTOPOM OyIIeT COJepiKaThCsi HACTPOCHHBIM areHT CHUCTEMbI OpKECTpauud. ITOo
KaXXeTcs M30BITOYHBIM IIAroM, TpeOyeT OcCOoObIX 3HAHWK OT TONB30BaTeNs H
YCIOXKHSAET cUCTeMy B 1eioM, mostomy ot Puppet, Chef u Salt 6puio pemeno
oTkazaTbcsi. Kpome TOro, yKka3aHHBIE CHUCTEMBI SIBISIOTCS KOMMEPYECKUMH H
OTPaHUYMBAIOT BO3MOXKHOCTH HCIIOJIb30BaHUs OECIUIaTHON BepCHU.
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Ansible BBITOIHO OTIIMYAETCS OT 3TUX CHCTEM.

e Ansible He HakIaabIBaeT HUKAKUX (QYHKIIMOHAIBHBIX OTPaHUYCHUN Ha
OecIUTaTHYIO BEPCHIO.

e B kauecrtse 3aBucumocteit Ansible ucmonesyet tonsko Ssh u python 2.6
WIK BBILIE.

e Ansible ouens mpoct B 0CBOCHHUH.

e CueHapuu HACTPOWKM MOXKHO TMEPEUCIOIB30BaTh B JHO0OI cpexe:
HACTPOMKa JJOYCPHHUX Y3JIOB U HACTPOIKa OKpyKeHUs (0yIb TO 00IauHbIN
cepBuC WK (HU3MIECKHUE CEpBEepa) HE B3aUMOCBS3aHbl. TO €CTh BO3MOXKHO
co3/1aTh 0MH OOJIBIION ciieHapuit HacTpoiiki Apache Spark u otnensHOe
MHOXXECTBO MAJICHbKUX CIICHAPUEB JJIsI HACTPOMKHM HIDKeJIexalen
uHppacTpyKTYyphl, U crenapuii Apache Spark Gymer paGorath Besnme
OJIMHAKOBO.

K coxxanenuto, Ha MOMEHT Havaja mpoekTa B AnSible eme He OBUIO MOMICPIKKU
Openstack (u3 cpen BupTyanusaiuu ObLia mojaepkka Tonbko Amazon EC2 wu
Vagrant). Ho Ha MOMeHT myOJIMKaIuy NOAEPIKKA BCEX OTKPBITHIX 0OJaYHBIX CPel
yXKe ecTh, TaKk 4YTo mnepeHoc pemienuss Ha Ansible ¢ uenpio yHudukammm u
OTCTpaHCHHsS OT BOIPOCOB HH(PPACTPYKTYPHI, KAKETCS MEPCICKTUBHBIM
HarpaBjeHUeM JUIs JAajlbHeHneld paboThl.

4.3 Apantauuna peweHus gna cpegbl Openstack

B kadecTBe MOCHEIHEro TOAXOAa JUIS JIOCTHXKEHHS IIOCTaBICHHOW 3a/1adwu,
mpeJylaraeTcsl MOJHAas aJanTalus CYIIECTBYIONIero perrenus it Amazon EC2 k
cpene Openstack. iMeHHO 3TOT crioco0 U ObLT peaM30BaH B JaHHOM padoTe.
[Mpouecc amanrtaiyy COCTOUT U3 IBYX JTAIOB:

1. Cozpmanme 6a3oBoro 0Opas3a BUPTyalpHON ManIiHEI Ha ocHOBe CentOS 6.4.

2. TloptupoBaHHe CKPHIITOB JUis CO3JIaHUsl BUPTyalbHOTro Kiactepa Apache

Spark ¢ ucrons3zoBanrem HatueHoro APl Openstack.

Co3nanue 6a30Boro obpasa He HPEACTABISIET 0COOOM CIIOKHOCTH, TEM HE MEHEE,
3aHMMAaeT MHOIO BpEMEHH. 3aBUCHMOCTH U HEOOXOJMUMBIE MPOrpaMMbl JUIs
6azoBoro obpasa yxe ObLIH MepeurcieHsl B paszaene 3. Kpome Toro, HeoOXoaumo
ObUTIO MOJArOTOBUTH 00pa3 K HACTPOMKE COOCTBEHHBIX MMApaMeTPOB B Cpeje
Openstack, mis 3TOro CymecTBylOT YK€ HACTPOEHHbIE 00pa3bl AUCTPUOYTHBA
CentOS (xoTst aBTOp Jefaj STH IIArd CaMOCTOSTEIBHO, YTOOBI HCKIIFOYUTH
JIOTIOJTHUTETIFHBIE WCTOYHWKH BO3MOJKHBIX OIMMOOK). 3apaHee MOJATOTOBIICHHBIC
obpas3bl mis pasnuaHBIX Bepcuit Apache Spark wmokHO HaiiTw 1o agpecy
http://spark.at.ispras.ru/ , crmcok 0Opa30B IOMOJHIETCS MO MEPE BBIXOJA HOBBIX
Bepcuil mucTpuOyTrBa. B MOATOTOBICHHBIE 00pa3bl TAaKXKe BKIIOYCH HACTPOSHHBIN
JCTpUOYTHB XpaHHU/IMIIA Kitoue/3nauennii Redis [21].
IloptpoBaHne CKpUOTOB OBUIO MPOM3BEACHO TPH IOMOMIM  OMONHOTEK,
npenocraBisieMbix mpoekTom Openstack. McxomHbie KOIbI MyOINYHO JOCTYIIHBI IO
anpecam https://github.com/ispras/incubator-spark u https://github.com/ispras/spark-
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openstack mox nmunensueit Apache 2.0. MHCTpyKIUH MO HCIIOIB30BAHMIO HAXOMSTCSI
TaM xe.

Pa3zpaboTaHHBIE CKPHUIITH TAK)KE O0JIAAIOT JOMIOIHUTEIBHON (PYHKIHOHAIEHOCTHIO
10 CPaBHEHHIO ¢ M3HAYAIBHBIM BapuaHTOM i1t Amazon EC2:

e SIBHOe yKa3aHHE BPEMEHH OXKHAAHWS CTapTa BUPTYaJIbHBIX MAIINH TEICPh
HE HCIOJIb3YETCs: BMECTO 3TOTO PEaNN30BaH MEXAHU3M OINPOCA COCTOSHUS
BUPTYQJIBHBIX MAaIlIMH, II0O3TOMY OHIAHWE [UIUTCS POBHO CTOIBKO,
CKOJIBKO TpeOyeTcsl MalllnHaM I 3aIycKa.

e JloGaBmeH cioii THOKOH  KOHQHUTypamud  BHPTYyalbHBIX  CeETel,
HCIIOJIB3YEMbIX BUPTYaJbHBIMH MAIIHAMHU.

5. Pesynbmamabi

B paMkax JaHHOH paboThl OBUIO TMPOBEACHO HCCICAOBAHHUE METOIOB
pa3BepThIBAHUS W MACIITAOMPOBAHHS MHPOTPAMMHBIX CPEACTB Ui 00paboTKU
cBepxOouybIX 00BEMOB JaHHBIX B oOmaunoit cperae Openstack, u O6buIO
pa3paboTaHoO OTKPHITOE M CBOOOJHOE MPOrPAMMHOE PEILICHUE Il aBTOMATH3ALUH
co3maHus BUpTyanbHBIX KiactepoB Apache Spark um Apache Hadoop/HDFS B
obmauynoii cpeme Openstack. IToGouyno OBUT peann3oBaH MEXaHW3M HACTPOWKH
Apache Hive u Apache Shark, Ho 3Tu HHCTpYMEHTBI IPOTECTUPOBAHBI HE OBLTH, U
OBUTH UCKJIIOYEHBI M3 PENO3UTOPHS M3-3a2 HEIOCTATOYHOI'O TECTUPOBAHUSL.

I[aHHOG PCUHICHUC YK€ AKTHBHO HCIIOJB3YCTCA B TCKYIIHUX HWCCICAOBAHUAX, B
CKOPOM BpEeMEHHU OyJeT OMmyOJHKOBaHA HaydHas paboTa, MOCBAIICHHAS FCHEePAIHH
CITy4aHBIX ComMaNbHBIX TpadoB [21], ucmonp3yiomas B cBoeir ocHoBe Apache
Spark u pesynabraTel gaHHOM paGoThl. MCMOAB30BANNCH KIIACTEPHI pa3MepoM B 49
BUPTYaIbHBIN y3e1 1o 8'b onepaTUBHON MaMATH U MO 2 BBIUYMCIUTEIBHBIX SApa Ha
Ka)XIIOM U3 HHX.
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Abstract. This article is dedicated to automation of cluster creation and management for
Apache Spark MapReduce implementation in Openstack environments. As a result of this
project open-source (Apache 2.0 license) implementation of toolchain for virtual cluster on-
demand creation in Openstack environments was presented. The article contains an overview
of existing solutions for clustering automation in cloud environments by the start of 2014
year. The article provides a shallow overview of issues and problems in Openstack Heat
project that provides a compatibility layer for Amazon EC2 API. The final implementation
provided in the article is almost strainforward port of existing toolchain for cluster creation
automation for Apache Spark in Amazon EC2 environment with some improvements. Also
prepared base system virtual machine image for Openstack is provided. Plans for further
work are connected with Ansible project. Using Ansible for observed problem will make
possible to implement versatile environment-agnostic solution that is able to work using any
cloud computing services provider, set of Docker containers or bare-metal clusters without
any dependencies for prepared operating system image. Current article doesn't use Ansible
due to the lack of key features at the moment of the project start. The solution provided in this
article has been already tested in production environment for graph theory research arcticle.

Keywords: Apache Spark, Openstack, Amazon EC2, Map-Reduce, HDFS, virtual cluster,
cloud computing, Big Data.
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